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A KEAR R Katka (HMHE R Gi4E
Ji)

(FE: MBI RD)

hRA: V3.3

¥ 1E HERKFlume

Flume & —ANEREWE I & hAEw & 4. 7TV T Kafka (45~ 3%, el L+
Flume 178 %% .

Kafka
FlumeZEf=& Topic-first * FlumeBiZE&
1.1 Flume 4 /=&
Linux taildirsource Flume kafkasmk Kafka
Jopt/module/ / Ifafka
applog/app.* HERE
memory channel

(1) J85h katka S5

[atguigu@hadoopl02 ~]$ zk.sh start
[atguigu@hadoopl02 ~]$ kf.sh start

(2) JH3) kafka J5 $#
[atguigu@hadoopl03 kafkal$ bin/kafka-console-consumer.sh ==
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bootstrap-server hadoopl02:9092 --topic first
(3) Flume %3ED

7 hadoop102 F A1 %% Flume.

FEOL: MRED REFEH AR Z Flume

|

SRS AEWERR
ZFlume (V3.0) ¢

(4) F2'E Flume

1E hadoop102 5 5 Y] Flume ) job H 3% FAI%E file to_kafka.conf

[atguigu@hadoopl02 flume]$ mkdir jobs
[atguigu@hadoopl02 flume]$ vim jobs/file to kafka.conf

P BT

# 1 Afe X
al.sources = rl
al.sinks = kil
al.channels = cl

# 2 BCE source

al.sources.rl.type = TAILDIR

al.sources.rl.filegroups = fl

al.sources.rl.filegroups.fl = /opt/module/applog/app.*
al.sources.rl.positionFile =
/opt/module/flume/taildir position.json

# 3 MCE channel

al.channels.cl.type = memory
al.channels.cl.capacity = 1000
al.channels.cl.transactionCapacity = 100

# 4 BLE sink

al.sinks.kl.type = org.apache.flume.sink.kafka.KafkaSink
al.sinks.kl.kafka.bootstrap.servers =
hadoopl02:9092, hadoopl03:9092, hadoopl04:9092
al.sinks.kl.kafka.topic = first

al.sinks.kl.kafka.flumeBatchSize = 20
al.sinks.kl.kafka.producer.acks = 1
al.sinks.kl.kafka.producer.linger.ms = 1

# 5 PHZAML
al.sources.rl.channels = cl
al.sinks.kl.channel = cl

(5) J33) Flume

[atguigu@hadoopl02 flume]$ bin/flume-ng agent -c conf/ -n al -f
jobs/file to kafka.conf &

(6) [r]/opt/module/applog/app.log BB MEHE, A kafka ¥4 2% 1H i Ol
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[atguigu@hadoopl02 module]$ mkdir applog

[atguigu@hadoopl02 applog]s echo hello >>
/opt/module/applog/app.log
(7) W% kafka W 9%, Bef87E 217 99 hello ¥
1.2 Flume ;5§ #%3&
¢ Flumeigzi& Umsat=

Kafka Flume

kafkasource
/

logger
Kafka /’v \ $TENZ
&ErE =Ha

memory channel

(1) BCE Flume

7E hadoop102 5 /5 1 Flume f¥)/opt/module/flume/jobs H 5% T % kafka to_file.conf
[atguigulhadoopl02 jobs]$ vim kafka to file.conf

e B AN IR
# 1 HfFE X

al.sources = rl
al.sinks = k1l
al.channels = cl

# 2 BLE source

al.sources.rl.type = org.apache.flume.source.kafka.KafkaSource
al.sources.rl.batchSize = 50

al.sources.rl.batchDurationMillis = 200
al.sources.rl.kafka.bootstrap.servers = hadoopl02:9092
al.sources.rl.kafka.topics = first

al.sources.rl.kafka.consumer.group.id = custom.g.id

# 3 BLE channel

al.channels.cl.type = memory
al.channels.cl.capacity = 1000
al.channels.cl.transactionCapacity = 100

# 4 BCE sink
al.sinks.kl.type = logger
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# 5 PrEdM
al.sources.rl.channels = cl
al.sinks.kl.channel = cl

(2) B3] Flume

[atguigu@hadoopl02 flume]$ bin/flume-ng agent -c conf/ -n al -f
jobs/kafka to file.conf -Dflume.root.logger=INFO,console

(3) a3 katka 477

[atguigu@hadoopl03 kafkal$ bin/kafka-console-producer.sh ==
bootstrap-server hadoopl02:9092 --topic first

FEI B, Hl: hello world
(4) Wzl E T HE

%2 F R Flink

Flink /& —MERBHEIT R AER WA, aTUHT Kafka 9B, ]l UAT

Flink )78 %4

Kafka

Flink&EF=2 Topic-first FlinkiBi#%&

1) Flink 3R3E#E%
(1) 8% — maven Tl H flink-kafka

(2) 7RI &

<dependencies>
<dependency>
<groupld>org.apache.flink</groupId>
<artifactId>flink-java</artifactId>
<version>1.13.0</version>
</dependency>

<dependency>
<groupId>org.apache.flink</groupId>
<artifactId>flink-streaming-java 2.12</artifactId>
<version>1.13.0</version>

</dependency>

<dependency>
<groupId>org.apache.flink</groupId>
<artifactId>flink-clients 2.12</artifactId>
<version>1.13.0</version>

</dependency>
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<dependency>
<groupld>org.apache.flink</groupId>
<artifactId>flink-connector-kafka 2.12</artifactId>
<version>1.13.0</version>
</dependency>
</dependencies>

(3) 5 log4j.properties SCAFENINZE resources BT, HiREHE FT BN H ERIZ AN error

log4j.rootLogger=error, stdout,R
log4j.appender.stdout=org.apache.log4j.ConsoleAppender
log4j.appender.stdout.layout=org.apache.log4dj.PatternLayout
log4j.appender.stdout.layout.ConversionPattern=%d{yyyy-MM-dd
HH:mm:ss, SSS} %5p —--—- [%50t] %-80c(line:%5L) : %Sm%n

log4j.appender.R=org.apache.log4j.RollingFileAppender
log4]j.appender.R.File=../log/agent.log
log4j.appender.R.MaxFileSize=1024KB
log4dij.appender.R.MaxBackupIndex=1

log4dj.appender.R.layout=org.apache.log4j.PatternlLayout
log4j.appender.R.layout.ConversionPattern=%d{yyyy-MM-dd
HH:mm:ss,SSS} %5p —--—- [%50t] %-80c(line:%6L) : 3%m%n

(4) 7 java SCAFR N A4 4 com.atguigu. flink
2.1 Flink & /=&

(1) £ com.atguigu.flink £ €%k java 25: FlinkKafkaProducerl

package com.atguigu.flink;

import org.apache.flink.api.common.serialization.SimpleStringSchema;

import org.apache.flink.streaming.api.datastream.DataStream;

import org.apache.flink.streaming.api.environment.StreamExecutionEnvironment;
import org.apache.flink.streaming.connectors.kafka.FlinkKafkaProducer;

import org.apache.kafka.clients.producer.ProducerConfig;

import java.util.ArrayList;
import java.util.Properties;

public class FlinkKafkaProducerl {

public static void main(String[] args) throws Exception {
/10 WG flink PR55%
StreamExecutionEnvironment env =
StreamExecutionEnvironment.getExecutionEnvironment();
env.setParallelism(3);

/11 RS

ArrayList<String> wordsList = new ArrayList<>();
wordsList.add("hello");

wordsList.add("world");
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DataStream<String> stream = env.fromCollection(wordsList);

// 2 kafka A== E L B 15 B

Properties properties = new Properties();
properties.put(ProducerConfig.BOOTSTRAP_SERVERS_CONFIG, "hadoop102:9092");

/13 Qg kafka 4723

FlinkKafkaProducer<String> kafkaProducer = new FlinkKafkaProducer<>(
"first",
new SimpleStringSchema(),
properties

);

/] 4 AR flink PR

stream.addSink(kafkaProducer);

//5 $AT

env.execute();

(2) JA%h Kafka J§ %

[atguigu@hadoopl04 kafkal$ bin/kafka-console-consumer.sh =
bootstrap-server hadoopl02:9092 --topic first

(3) 47 FlinkKafkaProducerl F2/%, M%< kafka ¥ 2 & 45 & 15 0L

2.2 Flink jH##&E

(1) f£ com.atguigu.flink £ N7 java 25: FlinkKafkaConsumerl

package com.atguigu.flink;

import org.apache.flink.api.common.serialization.SimpleStringSchema;

import org.apache.flink.streaming.api.environment.StreamExecutionEnvironment;
import org.apache.flink.streaming.connectors.kafka.FlinkKafkaConsumer;

import org.apache.kafka.clients.consumer.ConsumerConfig;

import org.apache.kafka.common.serialization.StringDeserializer;

import java.util.Properties;

public class FlinkKafkaConsumer1 {
public static void main(String[] args) throws Exception {

/10 HIEEAL flink #15%
StreamExecutionEnvironment env =

StreamExecutionEnvironment.getExecutionEnvironment();
env.setParallelism(3);
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// 1 kafka V¥ ¢ & L B A5 B

Properties properties = new Properties();

properties.setProperty(ConsumerConfig.BOOTSTRAP_SERVERS CONFIG,
"hadoop102:9092");

/12 Bl kafka Y%

FlinkKafkaConsumer<String> kafkaConsumer = new FlinkKafkaConsumer<>(
"first",
new SimpleStringSchema(),
properties

);

// 3 W FRE A flink i<k

env.addSource(kafkaConsumer).print();

/] 4 AT

env.execute();

(2) J&3) FlinkKafkaConsumerl JH %% &

(3) A7) katka A= 72 3

[atguigu@hadoop103 kafka]$ bin/kafka-console-producer.sh --bootstrap-server hadoop102:9092 -
-topic first

(4) W%% IDEA i & B HE T EN

% 3 & 4/ SpringBoot

SpringBoot 7&—ME JavaEE JF & HAEE & 4. v LU T Kafka 4722, HA] L)

F-T SpringBoot HIVH 3 -

Kafka
SpringBoot SpringBoot
T -first .
Ao OpICrS M

1) 7£ IDEA F %3 lombok 3
£ Plugins 482 lombok R JGfEL /I ], 2345 iE R E A
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8 settings X

Plugins Marketplace Installed e

Lombok Installed
Search Results (27) Sort By: Relevance v
4 13.4M r4.03 Michail Plushnikov

a
Q-

~ Appearance & Behavior

Appearance

Menus and Toolbars

Lombok
~ System Settings

Tools integration  0.32-EAP 18 21,2021
£ 13.4M w4.03

Passwords

HTTP Pro: Plugin homepage »
v RoboPQJOGenerator

Data Sharing 12333K fr4.84 Intelli) Lombok plugin

Date Formats .
GitHub | Issues | Donate ( PayPal )

Yzalizs Mateu MDD . .
Android SDK Lok A plugin that adds first-class support for Project Lombok
File Colors Features
® @Getter and @Setter
Scopes : ;
i . Hrisey Plugin ® @FieldNameConstants
Notifications. 1 194K ® @ToString
Quick Lists ® @EqualsAndHashCode
i ® @AllArgsConstructor, @RequiredArgsConstructor and
Path Variables Delombok @NoArgsConstructor
Keymap L 161K w459 ¢ @Log, @Logdj, @Log4j2, @SIf4), @XSIf4j,
] @CommonsLog, @JBossLog, @Flogger, @CustomlLog
> Editor ® @Data
.J\f- GsonFormatPlus ® @Builder
- . ® @SuperBuilder
> Version Control 1 186.4K . @Sin%ular
> Build, Execution, Deployment ® @Delegate
o .
> Languages & Frameworks MyBatis Builder @Value
L 378K trad6 ® @Accessors
> Tools - i ® @Wither
- .
Goth=rssttng: [ . g;\ﬁ;Zk Throws
EnumMdGenerator Install I Y

? ]“I Cancel I Apply I

2) SpringBoot FIEHER

(1) f%E—4> Spring Initializr
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ﬂ New Project X
& Java Project SDK:  [Z 1.8 version 1.8.0 212 v
Maven
Choose starter service URL:
Gradle
2 Java FX © Default:  https://start.spring.io
= Android Custom: v

Intelli) Platform Plugin Make sure your network connection is active before continuing.

&' Java Enterprise

Spring Initializr

[#] Quarkus
JL Micronaut

MicroProfile

& Groovy
Grails

Application Forge
= Scala
JavaScript

Kotlin

Web

& Empty Project

Previous Cancel Help

R A% SpringBoot B 7 T 28T e, FA1YI4 [ A Hidik https://start.aliyun.com

(2) TiH %&#x springboot
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£ New Project

Spring Initializr Project Settings

Type: © Maven Gradle

Language: O Java Kotlin Groovy
Packaging: @ Jar War

Java version:

Version: 0.0.1-SNAPSHOT

Name: springboot

Description: | Demo project for Spring Boot

Package: com.atguigu.springboot

Previous m Cancel Help

(3) #hnait H s
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£ New Project

Q

Dependencies .

Developer Tools

Web

Template Engines

Security

SQL

NosQL

Messaging

/O

Ops

Observability

Testing

Spring Cloud

Spring Cloud Tools

Spring Cloud Config

Spring Cloud Discovery
Spring Cloud Routing
Spring Cloud Circuit Breaker
Spring Cloud Messaging
VMware Tanzu Application Service
Microsoft Azure

Google Cloud Platform

Spring Boot 2.6.1 ¥ Selected Dependencies

Spring Native [Experimental] Developer Tools

Spring Boot DevTools Lombok
¥ Lombok

Spring Configuration Processor

Lombok

Java annotation library which helps to reduce
boilerplate code.

Previous Cancel Help
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£ New Project x

Dependencies | . Spring Boot  2.6.1 ¥ Selected Dependencies

Developer Tools Developer Tools

Spring Reactive Web Lombak

Template Engines

Rest Repositories

Security i i Web
Spring Session )

sqL Spring Web
Rest Repositories HAL Explorer

NoSQL

Messaging Spring HATEQAS

Vo] Spring Web Services

Ops Jersey

Observability Vaadin

Testing

Spring Cloud

Spring Cloud Tools

Spring Cloud Config

Spring Cloud Discovery
Spring Cloud Routing
Spring Cloud Circuit Breaker
Spring Cloud Messaging

VMware Tanzu Application Service Spring Web

Microsoft Azure Bullfj web, including RESTful, applications using
Spring MVC. Uses Apache Tomcat as the default

Google Cloud Platform embedded container,

A Building a RESTful Web Service
A Serving Web Content with Spring MVC
A Building REST services with Spring

C? Reference doc
Previous m Cancel Help
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£ New Project

Dependencies (L

Developer Tools

Web

Template Engines
Security

SqQL

NoSQL

Messaging

/0

Ops

Observability

Testing

Spring Cloud

Spring Cloud Tools
Spring Cloud Config
Spring Cloud Discovery
Spring Cloud Routing
Spring Cloud Circuit Breaker
Spring Cloud Messaging
VMware Tanzu Application Service
Microsoft Azure

Google Cloud Platform

Spring Boot  2.6.1 *

Spring Integration

Spring for RabbitMQ

¥ Spring for Apache Kafka

Spring for Apache Kafka Streams
Spring for Apache ActiveMQ 5
Spring for Apache ActiveMQ Artemis
WebSocket

RSocket

Apache Camel

Solace PubSub+

Spring for Apache Kafka

Publish, subscribe, store, and process streams of

records.

Q1 Reference doc

Previous

Selected Dependencies

Developer Tools
Lombok
Web

Spring Web

Messaging
Spring for Apache Kafka
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B New Project x
Project name: springboot

Project location: D:\ldeaProject1\springboot

» Morg Settings

Previous Cancel Help

(4) fa B 3hAE s i E S

<?xml version="1.0" encoding="UTF-8"7?>
<project xmlns="http://maven.apache.org/POM/4.0.0"
xmlns:xsi="http://www.w3.0rg/2001/XMLSchema-instance"
xsi:schemalocation="http://maven.apache.org/POM/4.0.0
https://maven.apache.org/xsd/maven-4.0.0.xsd">
<modelVersion>4.0.0</modelVersion>
<parent>
<groupld>org.springframework.boot</groupId>
<artifactId>spring-boot-starter-parent</artifactId>
<version>2.6.1</version>
<relativePath/> <!-- lookup parent from repository -->
</parent>
<groupId>com.atguigu</groupIld>
<artifactId>springboot</artifactId>
<version>0.0.1-SNAPSHOT</version>
<name>springboot</name>
<description>Demo project for Spring Boot</description>
<properties>
<java.version>1.8</java.version>
</properties>
<dependencies>
<dependency>
<groupId>org.springframework.boot</groupId>
<artifactId>spring-boot-starter-web</artifactId>
</dependency>
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<dependency>
<groupld>org.springframework.kafka</groupId>
<artifactId>spring-kafka</artifactId>
</dependency>

<dependency>
<groupld>org.projectlombok</groupIld>
<artifactId>lombok</artifactId>
<optional>true</optional>

</dependency>

<dependency>
<groupld>org.springframework.boot</groupld>
<artifactId>spring-boot-starter-test</artifactId>
<scope>test</scope>

</dependency>

<dependency>
<groupld>org.springframework.kafka</groupId>
<artifactId>spring-kafka-test</artifactId>
<scope>test</scope>

</dependency>

</dependencies>

<build>
<plugins>
<plugin>
<groupld>org.springframework.boot</groupId>
<artifactId>spring-boot-maven-plugin</artifactId>
<configuration>
<excludes>
<exclude>
<groupId>org.projectlombok</groupId>
<artifactId>lombok</artifactId>
</exclude>
</excludes>
</configuration>
</plugin>
</plugins>
</build>

</project>
3.1 SpringBoot & ;=&

(1) 1&24 SpringBoot 1% /0oL & SCAF application.propeties, s INAEF=# KR5S
# N AR

spring.application.name=atguigu springboot kafka

# 185E kafka [HbhE
spring.kafka.bootstrap-

servers=hadoopl02:9092, hadoopl03:9092, hadoopl04:9092

#1685 key Ml value WFF)1L 2%

spring.kafka.producer.key-
serializer=org.apache.kafka.common.serialization.StringSerializer
spring.kafka.producer.value-
serializer=org.apache.kafka.common.serialization.StringSerializer
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(2) % controller M WL ZRH R, HH5 ANIRE K topic
package com.atguigu.springboot;
import org.springframework.beans.factory.annotation.Autowired;
import org.springframework.kafka.core.KafkaTemplate;

import org.springframework.web.bind.annotation.RequestMapping;
import org.springframework.web.bind.annotation.RestController;

@RestController
public class ProducerController f{

// Kafka tEIRIEFEE] katka RIEEHE
@Autowired
KafkaTemplate<String, String> kafka;

@RequestMapping ("/atguigu")
public String data (String msg) {
kafka.send ("first", msg);

return "ok";

(3) TENYE 2825 /atguigu $2 L R IE B

http://localhost:8080/atguigu?msg=hello

3.2 SpringBoot jH#R&

(1) &4 SpringBoot #%CoHt B S application.propeties

# F85%€ kafka Kbtk

spring.kafka.bootstrap-
servers=hadoopl02:9092, hadoopl03:9092, hadoopl04:9092

# F85E key Ml value W FFIML 2

spring.kafka.consumer.key-
deserializer=org.apache.kafka.common.serialization.StringDeserial
izer

spring.kafka.consumer.value-
deserializer=org.apache.kafka.common.serialization.StringDeserial
izer

#48ETH HF AWM group id

spring.kafka.consumer.group-id=atguigu

(2) BIZEEH R Kafka H1H85E topic HIEHE

package com.atguigu.springboot;

import org.springframework.context.annotation.Configuration;
import org.springframework.kafka.annotation.Kafkalistener;

@Configuration
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public class KafkaConsumer {

// EEZERNTHY topic

@Kafkalistener (topics = "first")

public void consumeTopic (String msg) { // 220 WEHT value
System.out.println ("WEIRIEE: " + msg);

(3) T first 3 AU A Kl

[atguigu@hadoopl02 kafkal$ bin/kafka-console-producer.sh ==
bootstrap-server hadoopl02:9092 --topic first
>

% 42 B Spark

Spark & —MEREHEIT A AR E AN ATELAT Kafka M4, el IHT

Spark [1)7H 24 -

Kafka

¥

SparkiHZ&

Spark&EFrE

1) Scala FFIEHESE

[,

wg
ERERASUESIN
ZScala (3.8) .do

2) Spark FIEHES

(1) G —"> maven Il H spark-kafka

(2) fEIiH spark-kafka I 55478, Add Framework Support=) A% scala

(3) 1F main A% scala SCfF%, Ff474# Mark Directory as Sources Root=>7F. scala |l
AL 4 N com.atguigu.spark

(4) i & it

<dependencies>
<dependency>
<groupId>org.apache.spark</groupId>
<artifactId>spark-streaming-kafka-0-10 2.12</artifactId>
<version>3.0.0</version>
</dependency>
</dependencies>

(5) 14 log4j.properties SCAF¥N MR resources BT, HiRE S FT B H B RIZAN error
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log4j.rootLogger=error, stdout,R
log4j.appender.stdout=org.apache.log4j.ConsoleAppender
log4dij.appender.stdout.layout=org.apache.log4dj.PatternlLayout
log4dij.appender.stdout.layout.ConversionPattern=%d{yyyy-MM-dd
HH:mm:ss,SSS} %5p —--—- [%50t] %-80c(line:%5L) : 3%m%n

log4j.appender.R=org.apache.log4j.RollingFileAppender
log4]j.appender.R.File=../log/agent.log
log4j.appender.R.MaxFileSize=1024KB
log4dij.appender.R.MaxBackupIndex=1

log4j.appender.R.layout=org.apache.log4j.PatternLayout
log4dj.appender.R.layout.ConversionPattern=%d{yyyy-MM-dd
HH:mm:ss,SSS} %5p —--—- [%50t] %-80c(line:%6L) : 3%m%n

4.1 Spark 4% /=&

(1) 7E com.atguigu.spark £ % scala Object: SparkKafkaProducer

package com.atguigu.spark

import java.util.Properties
import org.apache.kafka.clients.producer. {KafkaProducer,
ProducerRecord}

object SparkKafkaProducer ({
def main(args: Array[String]): Unit = {

// 0 kafka BCEFE

val properties = new Properties ()

properties.put (ProducerConfig.BOOTSTRAP SERVERS CONFIG,
"hadoopl102:9092, hadoopl03:9092, hadoopl104:9092")

properties.put (ProducerConfig.KEY SERIALIZER CLASS CONFIG,
classOf [StringSerializer])

properties.put (ProducerConfig.VALUE SERIALIZER CLASS CONFIG,
classOf [StringSerializer])

// 1 BI& kafka £77H

var producer = new KafkaProducer[String, String] (properties)

/] 2 RIEHHRE
for (i <- 1 to 5){
producer.send (new
ProducerRecord[String,String] ("first", "atguigu" + 1))

}
// 3 RPAFEIR

producer.close ()
}
}

(2) JAZh Kafka W 2%

[atguigu@hadoopl04 kafkal$ bin/kafka-console-consumer.sh ==
bootstrap-server hadoopl02:9092 --topic first

(3) #4T SparkKafkaProducer #2/7, W %2 kafka JH % & 1l & L
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4.2 Spark iH#RE
(1) @Il & S

<dependencies>
<dependency>
<groupld>org.apache.spark</groupId>
<artifactId>spark-streaming-kafka-0-10 2.12</artifactId>
<version>3.0.0</version>
</dependency>
<dependency>
<groupId>org.apache.spark</groupId>
<artifactId>spark-core 2.12</artifactId>
<version>3.0.0</version>
</dependency>
<dependency>
<groupId>org.apache.spark</groupId>
<artifactId>spark-streaming 2.12</artifactId>
<version>3.0.0</version>
</dependency>
</dependencies>

(2) {E com.atguigu.spark . fll% scala Object: SparkKafkaConsumer

package com.atguigu.spark

import org.apache.kafka.clients.consumer. { ConsumerConfig, ConsumerRecord}

import org.apache.kafka.common.serialization.StringDeserializer

import org.apache.spark.SparkConf

import org.apache.spark.streaming.dstream. {DStream, InputDStream}

import org.apache.spark.streaming. {Seconds, StreamingContext}

import org.apache.spark.streaming.katka010.{ConsumerStrategies, KafkaUtils, LocationStrategies }

object SparkKafkaConsumer {
def main(args: Array[String]): Unit = {

/1161 SparkConf
val sparkConf: SparkConf = new
SparkConf().setAppName("sparkstreaming").setMaster("local[ *]")

//2.81% StreamingContext
val ssc = new StreamingContext(sparkConf, Seconds(3))

//3.5€ X Kaftka Z%{: kafka EREHUNE . VR HEHBFR. key JFFIML. value [F ML
val kafkaPara: Map[String, Object] = Map[String, Object](
ConsumerConfig. BOOTSTRAP SERVERS CONFIG >
"hadoop102:9092,hadoop103:9092,hadoop104:9092",
ConsumerConfig. GROUP 1D CONFIG -> "atguiguGroup",

ConsumerConfig KEY DESERIALIZER CLASS CONFIG >
classOf] StringDeserializer],

ConsumerConfig. VALUE _DESERIALIZER CLASS CONFIG ->
classOf] StringDeserializer]

)
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/142 Kafka £ 6% DStream

val kafkaDStream: InputDStream[ConsumerRecord[String, String]] =
KafkaUtils.createDirectStream[ String, String](
ssc,

LocationStrategies.PreferConsistent, //fft. /o7 &
ConsumerStrategies.Subscribe[String, String](Set("first"), kafkaPara)// ¥ %% 5% : (1115
2T, RESH)
)

115 B 260H B KV BUE

val valueDStream: DStream[String] = kafkaDStream.map(record => record.value())

/16.11 % WordCount
valueDStream.print()

11TV JEAESS
ssc.start()
ssc.awaitTermination()

(3) Ja3)) SparkKafkaConsumer JH 2% #

(4) J3%h katka 4773

[atguigu@hadoop103 kafka]$ bin/kafka-console-producer.sh --bootstrap-server hadoop102:9092 -
-topic first
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